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Abstract. Music genre classification is an essential tool for music infor-
mation retrieval systems and it has been finding critical applications in
various media platforms. Two important problems of the automatic mu-
sic genre classification are feature extraction and classifier design. This
paper investigates discriminative boosting of classifiers to improve the
automatic music genre classification performance. Two classifier struc-
tures, boosting of the Gaussian mixture model based classifiers and clas-
sifiers that are using the inter-genre similarity information, are proposed.
The first classifier structure presents a novel extension to the maximum-
likelihood based training of the Gaussian mixtures to integrate GMM
classifier into boosting architecture. In the second classifier structure,
the boosting idea is modified to better model the inter-genre similarity
information over the mis-classified feature population. Once the inter-
genre similarities are modeled, elimination of the inter-genre similarities
reduces the inter-genre confusion and improves the identification rates. A
hierarchical auto-clustering classifier scheme is integrated into the inter-
genre similarity modeling. Experimental results with promising classifi-
cation improvements are provided.

1 Introduction

Music genre classification is crucial for the categorization of bulky amount of mu-
sic content. Automatic music genre classification finds important applications in
professional media production, radio stations, audio-visual archive management,
entertainment and recently on the Internet. Although music genre classification
is done mainly by hand and it is hard to precisely define the specific content of
a music genre, it is generally agreed that audio signals of music belonging to the
same genre contain certain common characteristics since they are composed of
similar types of instruments and having similar rhythmic patterns. These com-
mon characteristics motivated recent research activities to improve automatic
music genre classification [1–4]. The problem is inherently challenging as the hu-
man identification rates after listening to 3s samples are reported to be around
70% [5].
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Feature extraction and classifier design are two important problems of the au-
tomatic music genre classification. Timbral texture features representing short-
time spectral information, rhythmic content features including beat and tempo,
and pitch content features are investigated throughly in [1]. Another novel fea-
ture extraction method is proposed in [3], in which local and global information
of music signals are captured by computation of histograms on their Daubechies
wavelets coefficients. A comparison of human and automatic music genre clas-
sification is presented in a recent work [4]. Mel-frequency cepstral coefficients
(MFCC) are also used for modeling and discrimination of music signals [1, 6].
Various classifiers are employed for automatic music genre recognition including
K-Nearest Neighbor (KNN) and Gaussian Mixture Models (GMM) classifiers
as in [1, 3], and Support Vector Machines (SVM) as in [3]. In a recent study,
Boosting is used as a dimensionality reduction tool for audio classification [7].

In this study, we designed discriminative classifiers to improve the auto-
matic music genre classification rates. Two alternative classifier structures are
proposed: i) Boosting of the Gaussian mixture model based classifiers, and ii)
Classifiers that are using the inter-genre similarity information. These classifier
structures are described in detail in Sections 3 and 4, and they are experimentally
tested with promising performance improvements in Section 5.

2 Feature Extraction

Timbral texture features, which are similar to the proposed feature representa-
tion in [1], are considered in this study to represent music genre types in the
spectral sense. Short-time analysis over 25ms overlapping audio windows are
performed for the extraction of timbral texture features for each 10ms frame.
Hamming window of size 25ms is applied to the analysis audio segment to re-
move edge effects. The resulting timbral features from the analysis window are
combined in a 17 dimensional vector including the first 13 MFCC coefficients,
zero-crossing rate, spectral centroid, spectral roll-off and spectral flux.

3 Boosting Gaussian Mixture Model Classifiers

Boosting is a method of training many simple classifiers, and combining them
into a single strong classifier [8]. The main approach is to generate a sequence of
weak classifiers on a weighted set of training samples, and to adapt the training
sample weights such that in each new classifier the hard-to-classify samples are
weighted more than easy-to-classify samples. The outputs of the weak classifiers
are then combined to guarantee certain bounds on error rate [8, 9]. Many varia-
tions of the boosting algorithms exist, and they are used successfully in a wide
range of problems. In this paper, we used the first multi-class extension of widely
used AdaBoost algorithm [9].

Gaussian mixture density modeling has been widely used in various disci-
plines that require signal characterization for classification and recognition, as
well as estimation of unknown probability densities. In this study, the Gaussian



III

Mixture Models (GMM) are used for the class-conditional probability density
function, p(f |λ), estimation, where f and λ are respectively the feature vector
and the genre class model. Let λ1, λ2, . . . , λN be the N different genre models
in the database. In the music genre classification process, given a sequence of
features, {f1, f2, . . . , fK}, which are extracted from a decision window of music
signal, one can find the most likely music genre class, λ∗, by maximizing the
joint class-conditional probability,

λ∗ = arg max
λn

K∑

k=1

log p(fk|λn). (1)

The maximum-likelihood method has been one of the most commonly used tech-
niques to estimate the parameters of the mixture densities [10]. In this study,
we propose a modification to the expectation-maximization (EM) [10] based
training of mixture densities to adapt the weighting approach of the boosting
algorithm. The following subsection describes the modified EM algorithm for
boosting GMMs.

3.1 Modified EM Algorithm

Let us have an input sequence of N samples {x1, . . . , xN} with the associated
sample weights {ω1, . . . , ωN}. The underlying density function for K mixtures
is given as,

f(x) =

K∑

k=1

P (k)Nk(µk, Σk), (2)

where P (k) values are the mixture weights, µk and Σk are the respectively
mean vector and covariance matrix of the k-th Gaussian mixture density Nk.
The modified EM algorithm to train the mixture densities over our sample data
is given as:
Initialize mixture weights, means and variances. Repeat the following E-step
and M-step until achieving convergence.
E-step: Calculate the weighted responsibility p(k|xn) of each Gaussian mixture
Nk for each training data point xn as,

pkn = ωnp(k|xn) = ωn
p(xn|k)P (k)

p(xn)
, (3)

where p(xn) can be calculated as, p(xn) =
∑K

k=1 p(xn|k)P (k).
M-step: Re-estimate mixture weights, means and variances,

P̂ (k) =

∑
n pkn∑

k

∑
n pkn

, µ̂k =

∑
n pknxn∑
n pkn

, σ̂2
ik =

∑
n pkn(xn − µ̂k)(xn − µ̂k)′∑

n pkn
.

(4)
Note that, sample weights ωn are determined by the first extension of Ad-

aBoost [9]. Since, AdaBoost adjusts the sample weights to de-emphasize the
easy-to-classify samples, the hard-to-classify samples are better modeled by the
resulting Gaussian mixture density function.
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4 Boosting with Inter-Genre Similarity Information

The music signals belonging to the same genre contain certain common char-
acteristics as they are composed of similar types of instruments with similar
rhythmic patterns. These common characteristics are captured with statistical
pattern recognition methods to achieve the automatic music genre classification
[1–4]. The music genre classification is challenging problem, especially when the
decision window spans a short duration, such as a couple of seconds. One can also
expect to observe similarities of spectral content and rhythmic patterns across
different music genre types, and with a short decision window mis-classification
and confusion rates increase. Two novel approaches are proposed to build dis-
criminative musical genre classifiers that are aware of the similarities across genre
models. The first approach addresses capturing the inter-genre similarities to de-
crease the level of confusion across similar music genre types. The inter-genre
similarity modeling is closely related with the boosting idea, where in boosting
the main motivation is to better model the hard-to-classify samples, and in inter-
genre similarity modeling, the main motivation is to cluster the hard-to-classify
samples to form the inter-genre similarity. The later approach presents an auto-
matic clustering scheme to determine similar music genre types in a hierarchical
classifier architecture.

4.1 Inter-Genre Similarity Modeling

The timbral texture features represent the short-term spectral content of music
signals. Since, music signals may include similar instruments and similar rhyth-
mic patterns, no sharp boundaries between certain different genre types exist.
The inter-genre similarity modeling (IGS) is proposed to capture the similar
spectral contents among different genre types. Once the IGS clusters are statis-
tically modeled, the IGS frames can be captured and removed from the decision
process to reduce the inter-genre confusion.

Let λ1, λ2, . . . , λN be the N different genre models in the database. In this
study, the Gaussian Mixture Models (GMM) are used for the class-conditional
probability density function estimation, p(f |λ), where f and λ are respectively
the feature vector and the genre class model. The construction of the IGS clusters
and the class-conditional statistical modeling can be achieved with the following
steps:

i. Perform the statistical modeling of each genre in the database using the
available training data of the corresponding music genre class.

ii. Perform frame based genre identification task over the training data, and
label each frame as a true-classification or mis-classification.

iii. Construct the statistical model, λIGS , for the IGS cluster over all the mis-
classified frames among all the music genre types.

iv. Update all the N -class music genre models, λn, over the true-classified
frames.
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The above construction creates N -class music genre models and a single-
class IGS model. In the music genre identification process, given a sequence of
features, {f1, f2, . . . , fK}, which are extracted from a window of music signal,
one can find the most likely music genre class, λ∗, by maximizing the weighted
joint class-conditional probability,

λ∗ = arg max
λn

1∑
k ωkn

K∑

k=1

ωkn log p(fk|λn) (5)

where the weights ωkn are defined based on the class-conditional IGS model as
following,

ωkn =

{
1 if p(fk|λn) > p(fk|λIGS),

0 otherwise.
(6)

The proposed weighted joint class-conditional probability maximization elimi-
nates the IGS frames for each music genre from the decision process. The inter-
genre confusion decreases and the genre classification rate increases with the
resulting discriminative decision process. Experimental results, which are sup-
porting the discrimination based on the IGS elimination, are presented in Section
5.

4.2 Hierarchical Classification with Auto-Clustering

Hierarchical music genre classification avails easier and flexible music browsing,
increases classification efficiency by lowering the number of classes, and decreases
the confusion between music genre types of different hierarchies. Recently, the
hierarchical classification is studied and found promising for music genre clas-
sification [11, 12]. Similar to the music genre interpretation, the music signals
belonging to the same hierarchy contain common characteristics, such as com-
mon types of instruments and common rhythmic patterns. The structure of the
music genre hierarchy could be human determined for the flexible browsing or
automatically determined for maximizing the classification performance. It is
expected to extract similar hierarchy structures for both human and machine
determined systems, however the structures may differ due to the different ob-
jectives, where in the human determined system ease of browsing and in the
machine determined system classification performance are favored.

In this section, a new auto-clustering algorithm for the hierarchical structure
extraction is proposed. The auto-clustering algorithm is iterative and depends
on the confusion matrix, where it generates an hierarchy tree by combining the
most confused two clusters in each iteration. Let C = {cij} be the N × N
confusion matrix, which is calculated over the training data, for N -class music
genre classification, and cij is the confusion rate of i-th music genre to the j-th
one. Then, the auto-clustering algorithm is defined as,

i. Find the most confused two genre clusters i∗ and j∗,

(i∗, j∗) = arg max
ij s.t. i 6= j

cij .
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ii. Combine the genre clusters i∗ and j∗ into a new genre cluster, estimate the
class-conditional pdf models for each cluster using the training data, and
compute the confusion matrix of the new (N − 1)-class structure using the
same training data.

iii. Repeat steps (i) and (ii) to further reduce the number of clusters to M in
the hierarchical structure, where M < (N − 1).

The classification task starts with an M -class identification system, then the
identification process is repeated within the identified cluster until reaching the
lowest level in the hierarchy.

In the experimental studies, hierarchical music genre classification is tested
with human and machine determined hierarchy structures, and also with the inte-
gration of discriminative IGS clustering. The experimental results are promising
with significant classification gains.

5 Experimental Results

Evaluation of the proposed classification algorithms is performed over a music
genre database that includes 9 different genre types: classical, country, disco,
hiphop, jazz, metal, pop, reggae and rock. The database includes 20 different
representative audio segments of duration 30s for each of the 9 music genre types,
resulting a total duration of 9× 20× 30 = 5400 seconds. All the audio files are
stored mono at 22050Hz with 16-bit words. The resulting timbral texture feature
vectors are extracted for each 10ms audio frame with an overlapping window of
size 25ms. The music genre classification is performed based on the maximization
of the class-conditional probability density functions, which are modeled using
the Gaussian mixture models (GMM). Two training and testing scenarios are
employed. In the first scenario (TTA), the training and testing are repeated for
10 independent data partitions and the average performances are reported. Each
data partition includes respectively 18 and 2 audio segments for each music genre
type in training and testing. Hence, after 10 independent tests, all the data is
employed in the tests. In the second scenario (TTB), the database is split into
two equal partitions, where each partition includes 10 different audio segments
from each genre type. These two partitions are used in alternating order for
training and testing of the music genre classifiers. The main difference between
TTA and TTB scenarios is, TTA scenario has significantly more training data
compared to TTB scenario that improves classification performance for TTA
scenario. The average performances over these training and testing scenarios are
reported in the following subsections.

5.1 Results on Boosting GMM Classifiers

The average correct classification rates of the two testing scenarios over all mu-
sic genre types for varying number of Gaussian mixtures are given in Table 1.
Each classification decision is given for a decision window whose size is picked
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Table 1. Average identification rates (%) for varying number of Gaussian mixture
densities over three different decision window sizes (one audio frame (10ms), 1s and 3s
windows).

Average Identification Rates (%)

Classifier TTA TTB
10 ms 1 s 3 s 1 s 3 s

GMM(8) 34.85 61.90 65.15 55.56 57.45

GMM(16) 36.89 65.76 68.71 57.90 60.12

GMM(32) 38.46 67.53 70.13 57.69 59.25

GMM(64) 39.75 69.54 72.64 - -

GMM(128) 39.95 69.69 71.85 - -

to be 10ms, 1s or 3s. The class conditional probability of a decision window is
calculated by multiplying all class conditional frame probabilities in the specific
decision window as described in (1). The average identification rates are compa-
rable with the rates that are presented in [1], where the best identification rates
in [1] are reported as 61% for 5-mixture GMM classifier with 1s decision window.
However, we observed significant improvements on the correct classification rates
for longer decision window sizes and for increasing number of Gaussian mixtures.
Note that the training and testing scenario TTB suffers from the lack of available
training data and the identification performances for the TTB results lower than
the TTA training and testing scenario. In TTB case available training data is
lower than in TTA, since increasing the training data improves the classification
performance. Also, the classification performances with TTA and TTB saturate
for GMM classifiers with more than 64 and 16 mixtures, respectively.

Boosting the GMM classifiers are implemented as described in Section 3.
The GMM(64) and GMM(8) classifiers are boosted respectively with the two
different training and testing scenarios, TTA and TTB, to observe the possible
performance gain of boosting GMM classifiers. The correct identification rates
for 1s and 3s decision windows upto 5 boosting iterations are given in Table 2.
After the second iteration of boosting GMM(64) classifiers, a performance gain,
which is better than GMM(128) classifier provides, is achieved. A similar per-
formance gain is also observed with the GMM(8) classifiers under TTB training
and testing. Especially, when the challenging automatic music genre classification
task is considered with 70% human identification rate over 3s decision windows
and 61% identification rate reported in [1], the incremental gain in identification
performance is significant.

5.2 Results on Inter-Genre Similarity

The experimental results of this section is generated using TTB training and
testing scenario over the music genre classifiers that are employing flat or hi-
erarchical structures with or without the discriminative IGS clustering. The
structure of the best hierarchical auto-clustering is given in Fig. 1.



VIII

Table 2. Average identification rates for 1s and 3s decision windows with boosting of
64-mixture and 8-mixture GMM classifiers, respectively with TTA and TTB training
and testing scenarios.

Average Identification Rates (%)

Iteration TTA GMM(64) TTB GMM(8)
1 s 3 s 1 s 3 s

1 69.54 72.64 55.56 57.45

2 69.54 72.64 56.31 58.46

3 70.53 73.64 56.36 58.25

4 70.57 73.40 56.43 58.26

5 70.56 73.75 56.43 58.17

Disco/PopClassical/Jazz Country Hiphop/Reggae

Database

Disco Pop Hiphop Reggae Metal Rock

Metal/Rock

Classical Jazz

Fig. 1. The best hierarchical auto-clustering structure.

The performance comparisons of the flat and hierarchical classifiers with and
without the discriminative IGS clustering for varying decision window sizes are
given in Table 3. Note that as expected the correct classification rates are increas-
ing with the increasing decision window size for all classifiers. The discriminative
IGS clustering over the nine music genre types results with some incremental
classification gain over the flat classifiers as presented in the IGS column in Table
3. The performance of the hierarchical auto-clustering without and with IGS are
given in the last two columns with some additional identification improvements.

The human determined hierarchical classifier differs from the hierarchical
auto-clustering structure only by combining disco, pop and country into one
cluster.

The average classification rates of human determined hierarchical classifier
without and with IGS is measured respectively as 68.70% and 75.35% for 20s
decision window size. Note that these rates are slightly worse than the hierar-
chical auto-clustering classifier in Table 3. Although the human and machine
determined hierarchical structures are quite similar, the classification perfor-
mance of the auto-clustering has incremental gains for all decision window sizes.
The structural closeness and the better performance of the auto-clustering to
the human determined hierarchical classifier is a verification of the proposed
hierarchical auto-clustering approach.

In Table 4, the average correct classification rates for 3s and 20s decision
window sizes are given for varying number of GMM mixtures. The correct clas-
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Table 3. The average correct classification rates of the flat (F), IGS clustering, hi-
erarchical auto-clustering (HAC), and hierarchical auto-clustering with IGS classifiers
using 16-mixture GMM modeling for varying decision window sizes under TTB training
and testing scenario.

Decision Correct Classification Rates (%)
Window F IGS HAC HACIGS

10ms 37.96 34.76 39.54 42.87

5s 55.58 59.72 61.67 65.88

1s 57.91 63.67 65.30 67.83

3s 60.14 69.86 67.98 73.93

20s 63.33 74.18 71.18 78.00

Table 4. The average correct classification rates of the flat (F), IGS clustering, hi-
erarchical auto-clustering (HAC), and hierarchical auto-clustering with IGS classifiers
using 3s and 20s decision windows for varying number of GMM mixtures.

Dec # of Correct Classification Rates (%)
Win Mix F IGS HAC HACIGS

3s 8 57.47 62.83 66.64 70.74
16 60.14 69.86 67.98 73.93
32 59.26 71.16 69.33 72.92

20s 8 61.67 72.65 68.63 74.94
16 63.33 74.18 71.18 78.00
32 61.11 76.20 70.03 80.83

sification rates increase by increasing number of Gaussian mixtures. However,
the classification performance saturates with the 32 mixture Gaussian models.
Note that, 13.79% and 14.67% improvements on classification rates are observed
with 16 mixture GMM classifiers, respectively for 3s and 20s decision windows.
These improvements are significant when compared with the recently presented
hierarchical classifier improvements, which are less than 3%, in [11]. Note that,
these identification rates are also superior to the performances of the boosting
of GMM classifiers that are presented in Table 2.

6 Conclusions

Automatic music genre classification is an important tool for music information
retrieval systems. In this paper, we investigate two novel classifier structures for
discriminative music genre classification. Classification error rates are reduced
using the proposed modified EM algorithm for boosting GMM classifiers. It is
encouraging that boosting GMM classifiers yields performance gain, which is
not attainable with increasing number of Gaussian mixtures. In the second pro-
posed classifier structure the inter-genre similarities are captured and modeled
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over the mis-classified feature population for the elimination of the inter-genre
confusion, and an auto-clustering scheme for hierarchical classification is de-
vised. Experimental results with promising identification improvements, which
are superior than the recent literature, are provided. Although, the proposed
hierarchical auto-clustering with IGS classifier achieves significant identification
improvements and results close to the human identification rates for 3s decision
windows, we should note that the automatic music genre classification still has
a big room for possible improvements. Discriminative feature selection and iter-
ative inter-genre similarity modeling are planned as the extension of this study.
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